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ABSTRACT

As large language models (LLMs) formalize increasingly advanced mathematics,
their proofs can span millions of lines of code. Producing more concise formal-
izations requires models to discover simpler arguments and extract reusable lem-
mas across large codebases. To measure this important capability, we introduce
LEANLEAN, a benchmark consisting of 64 large-scale, real-world Lean reposi-
tories containing up to 174 thousand lines of code. Within a 12-hour time limit,
models are tasked with reducing repository size while preserving the mathematical
validity of their main theorems. To achieve maximal compression, models need to
optimize at three levels of abstraction: (1) simplifying the underlying mathemat-
ical arguments, (2) restructuring proof dependencies by deleting and adding new
declarations, and (3) applying syntactic optimizations. The best model, Opus 5,
achieves an average compression score of 48.3%, while smaller models such as
Gemini 3.8 Flash and GPT-5.6 Luna reach less than 25%. We find that most com-
pression comes from restructuring proof dependencies by making previously used
declarations unnecessary, while only Opus 5 and Muse Spark 1.3 achieve substan-
tial gains through syntactic optimizations. LEANLEAN provides a strong testbed
for evaluating models across a combination of capabilities, including long-context
handling, mathematical theorem proving, and coding proficiency in Lean.

1 INTRODUCTION

Large language models (LLMs) have demonstrated impressive capabilities, for instance by formal-
izing a proof of Fermat’s Last Theorem (FLT) and finding a counterexample to the Navier-Stokes
existence and smoothness problem (Anthropic, 2026a; OpenAI, 2026c). These rapid improvements
call for extremely challenging benchmarks that can differentiate the capabilities of frontier LLMs.
Formal mathematics offers an ideal domain for such benchmarks: problems can be made almost
arbitrarily difficult by focusing on recent research, and correctness can be verified automatically.

Compression of formalized mathematics. AI agents are already generating formalized mathe-
matics at a large scale, with the formalization of the FLT alone comprising over 13 million lines of
code (Anthropic, 2026a), over five times larger than the entire Mathlib library (The mathlib Commu-
nity, 2020). This growing scale motivates repository-wide proof compression as an evaluation task:
can models prove the same main results using less Lean code? Beyond saving space, compression
has been identified as one of the key ideas behind human mathematics (Aksenov et al., 2026), and is
important for the reusability of formalized mathematics. However, existing benchmarks only evalu-
ate theorem proving (Jiang et al., 2025; Poiroux et al., 2025) or the optimization of individual proofs
(Lu et al., 2026; Gu et al., 2025; Fu et al., 2026), leaving repository-scale compression unexplored.

Compression as a capability. Compressing formalized mathematics at repository scale requires
a combination of important capabilities. Specifically, compression can be achieved by changing
proofs on three levels: (1) simplifying mathematical arguments, (2) reorganizing proof dependen-
cies and extracting useful intermediate results, and (3) introducing more concise syntactic represen-
tations. These changes require both high-level mathematical reasoning and low-level code manipu-
lation, as well as a good understanding of the Lean language. Due to the large size of formalization
repositories, compression also requires long-term planning and long-context reasoning. However,
current benchmarks focus on individual proofs and therefore miss many of these capabilities, in-
cluding reasoning about dependencies across large codebases and identifying reusable lemmas.
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Figure 1: We construct LEANLEAN by collecting 64 Lean repositories from the Palomar Registry
and removing declarations outside the dependency closure of the protected results and other required
roots. An agent then has 12 hours to reduce the remaining Lean token count, with access to build,
verification, and measurement tools. We rebuild the submitted repository and use the Lean Com-
parator to check that the protected results still hold under the permitted axioms.

This work: LEANLEAN. We introduce LEANLEAN, a benchmark for repository-scale Lean com-
pression. As shown in Figure 1, LEANLEAN contains 64 real-world repositories curated from the
Palomar Registry (Palomar, 2026), a recently introduced centralized registry of Lean codebases. We
clean each repository by removing most dead code that the protected results do not rely on. Agents
are then tasked with compressing the Lean codebase while preserving the protected results, i.e., the
mathematical validity of the formalization. Compression is measured as the relative reduction of
Lean tokens (Lu et al., 2026), which are syntax tokens excluding comments, imports, and whites-
pace. After compression, Lean Comparator (leanprover, 2026) is used to check that the protected
results still hold under the permitted axioms. Submissions that fail this check receive a score of zero.
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Figure 2: Performance on LEANLEAN.

Main results. Figure 2 summarizes the compression
scores across the evaluated models. Opus 5 achieves the
best compression rate (48.3%), followed by GPT-5.6
Sol (37.8%). Compression rates drop significantly for
the sixteen largest repositories, where Opus 5 achieves
only 21% compression. By categorizing the com-
pression strategies used, we also find that the largest
gains come from restructuring proof dependencies so
that previously used declarations become unnecessary.
Only Opus 5 and Muse Spark 1.3 achieve significant ad-
ditional compression through syntactic optimizations.

Key contributions. Our key contributions are:

• We identify repository-scale Lean compression as an important task for LLM evaluation.
• We create LEANLEAN, a Lean compression benchmark with 64 real-world repositories (§3).
• We evaluate six AI agents and analyze their compression strategies in depth (§4).

2 RELATED WORK

Formal theorem proving. LLM-based theorem proving in formal proof assistants such as Lean
(Moura & Ullrich, 2021) has attracted significant research interest. For instance, recent work has
trained specialized models to generate Lean proofs (Lin et al., 2025; Ren et al., 2025; Leang et al.,
2026) and to accurately translate natural language statements into formal Lean statements (Wu et al.,
2026; Gao et al., 2025). Alongside these advances, systems such as Hilbert (Varambally et al.,
2025) and Seed-Prover (Chen et al., 2025) combine proof generation with tool use and verifier
feedback in agentic systems. More recently, these capabilities have been applied to large-scale
research formalization through collaborative platforms such as Prove2Me (Chen et al., 2026) and
agentic systems such as LeanMarathon (Zhang et al., 2026).
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Benchmarks in formal theorem proving. Established benchmarks, including miniF2F (Zheng
et al., 2022), ProofNet (Azerbayev et al., 2023), and PutnamBench (Tsoukalas et al., 2024), ini-
tially focused on competition mathematics and undergraduate theorem proving. More recent bench-
marks evaluate context-dependent theorem proving in real-world research-level Lean projects (Hu
et al., 2025; Poiroux et al., 2025; Letson et al., 2026; Xin et al., 2026). Beyond theorem proving,
APE-Bench (Xin et al., 2025) evaluates tasks extracted from Mathlib maintenance commits, for in-
stance, including refactoring according to specific instructions. However, these benchmarks focus
on individual theorems or engineering tasks within a single file. LEANLEAN instead evaluates a
long-running compression task for an entire repository, allowing for more complex reasoning about
dependencies and redundancies across the codebase.

Compression and readability in Lean. Formal theorem proving requires attention to reusabil-
ity and readability beyond successful verification (Baanen et al., 2025), and several works explore
the use of LLMs to address these concerns. ImProver 2 (Ahuja et al., 2026) and ProofOptimizer
(Gu et al., 2025) train models for structural proof optimization and proof shortening, respectively.
Similarly, Lean Refactor (Lu et al., 2026) targets proof length, compilation cost, and version com-
patibility, while Proof-Refactor (Fu et al., 2026) seeks to extract helper declarations from proofs
to improve readability. LEANLEAN builds on these motivations by providing a benchmark with a
measurable compression objective over large repositories. In contrast to these works, LEANLEAN
optimizes entire repositories rather than individual proofs.

Proof quality in mathematics. Several works have explored the importance of proof quality be-
yond correctness in mathematical research (Tao, 2026; Weatherall & Wolfson, 2026; Avigad, 2026).
For instance, Klowden & Tao (2026) argue that a proof’s value also lies in the conceptual under-
standing it provides, its motivation, and its broader mathematical context. Even before the rise
of LLMs, mathematicians emphasized the importance of developing and communicating under-
standing (Thurston, 1994), and argued about the difficulty of maintaining large-scale formalized
mathematics repositories (Bourke et al., 2012; Vyskocil et al., 2010). These perspectives motivate
evaluating mathematical artifacts beyond correctness.

Code refactoring and optimization. Creating benchmarks for alternative metrics has been ex-
plored in the context of code repositories. CodeTaste (Thillen et al., 2026), RefactorBench (Gautam
et al., 2025), and SWE-Refactor (Xu et al., 2026) evaluate multi-file code refactoring in various pro-
gramming languages. SWE-fficiency (Ma et al., 2025) and GSO (Shetty et al., 2025) require LLMs
to optimize the performance of codebases, similar to LEANLEAN’s focus on optimization of com-
pression. In contrast to these works, LEANLEAN focuses on formalized mathematics in Lean, where
models need strong mathematical reasoning capabilities in addition to code manipulation skills.

3 BENCHMARKING LEAN COMPRESSION

In this section, we describe the repository collection (§3.1) and preprocessing steps (§3.2) used to
construct the LEANLEAN benchmark (§3.3).

3.1 REPOSITORY COLLECTION

Data source. We collect repositories from the Palomar Registry (Palomar, 2026), which brings
together Lean proofs in a standardized format. The registry contains1 441 registered results covering
areas such as number theory, mathematical physics, and formal languages. Each repository must
contain a Challenge.lean file stating the theorems to be proved and a Solution.lean file containing
their proofs. This separation is used by Comparator (leanprover, 2026) to check that the submitted
proofs establish the required statements. Palomar also uses LLM-based verification to check that the
theorems stated in Challenge.lean match their natural language descriptions.

Data selection. We manually curated 64 benchmark instances from the eligible Palomar reposi-
tories to cover diverse mathematical subjects without overrepresenting any one area, while keeping
the number of instances manageable for evaluation. We also sought variation in repository size, the
number of protected declarations, and dependency-graph depth. Figure 3(a) shows the distribution
of primary subject areas across the selected instances.

1As of October 5th, 2026.
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Compact ≤ 10k 16 3.5 54 0.5k 1.0k 5.0k 9.9k
Standard 10k–50k 16 4.5 84 2.2k 4.9k 27.9k 49.5k
Large 50k–250k 16 2 24 9.8k 25.4k 123k 218k
Massive > 250k 16 3 109 59.4k 174k 619k 1696k

All — 64 3 109 4.4k 174k 51.9k 1696k
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Figure 3: Composition and preprocessing of LEANLEAN. The 64 repositories cover diverse math-
ematical topics (a) and are balanced across repository sizes (b). The four size groups span a wide
range of protected theorem counts, lines of code (LOC), and Lean tokens after preprocessing (c).
Preprocessing removes a median of 10.7% unused Lean tokens across all four size groups (d).

3.2 PREPROCESSING

Several Palomar repositories contain a substantial amount of code that is not needed to prove the
main results in Challenge.lean. To evaluate proof compression beyond trivial dead code removal,
we clean and standardize the repositories using a five-stage preprocessing procedure. Figure 3(b)
shows the resulting repository sizes. We measure sizes in Lean tokens using tokenization that ex-
cludes comments, imports, and whitespace (Lu et al., 2026). The five stages are as follows:

Cleaning. We remove files that are not reachable from Solution.lean, such as Markdown files
or Python scripts. We then build the repository to check that it remains valid.

Dependency mapping. From the build artifacts, we construct a directed graph of declarations.
Each node represents a theorem, lemma, definition, macro, or other declaration. If declaration X
depends on declaration Y , we add an edge from X to Y . Elaboration and code generation preserve
different information from the source code, so no single source captures all dependencies reliably.
We therefore construct the graph from three sources: .olean artifacts, .ilean artifacts, and the
results of a string search algorithm. Further details are given in Appendix A.

Grind dependencies. Lean’s grind tactic can automatically apply many lemmas to prove a goal.
For instance, calls to grind +suggestions and grind +locals may select rules that are not explic-
itly named in the source. We temporarily replace these calls with their grind? equivalents to obtain
Lean’s suggestions for explicit calls of the form grind [lemma1, lemma2, ...]. We insert the sug-
gested calls, update the dependency graph, and rebuild. If a call cannot be normalized and replayed
safely, we restore the original file and conservatively retain all its declarations. After dependency
analysis, we restore the original grind syntax.

Graph roots. We designate a subset of declarations as graph roots that must be retained. These
include the main results defined in Challenge.lean, declarations with attributes such as @[simp] or
@[grind], instances, macros, syntax, notation, and elaborators. We retain these additional declara-
tions because dependencies involving them are difficult to infer reliably. This procedure makes the
process sound but incomplete: some dead code may remain.
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Table 1: Frontier agents achieve average compression
rates of below 50% at considerable cost.

Model Score (%) Cost ($) t (h)

Opus 5 (high) 48.30 63.52 8.79
GPT-5.6 Sol (xhigh) 37.77 135.51 4.45
Gemini 3.8 Flash (high) 21.73 25.23 3.93
Muse Spark 1.3 (max) 17.44 18.80 3.25
GPT-5.6 Luna (xhigh) 13.08 2.32 1.70
Leanstral 1.5 (high) 0.59 4.55 0.98
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Figure 4: Compression increases roughly
logarithmically with cost.

Stripping. Starting from the root set, we compute the transitive closure of the graph. We remove
declarations outside this closure while preserving required imports. We then rebuild the stripped
repository and run Lean Comparator to verify that the protected results and their permitted axioms
remain intact. Each resulting repository serves as a benchmark instance. Preprocessing removes a
median of 10.7% of each repository’s Lean tokens, and more than half in some cases (Figure 3(d)).

3.3 THE LEANLEAN BENCHMARK

The 64 processed repositories, summarized in Figure 3(c), form LEANLEAN. Models must com-
press each repository while preserving the correctness of its protected results. Good performance
requires both high-level mathematical reasoning through proof simplification and refactoring, and
low-level code manipulation through syntactic optimizations. Models must also thoroughly under-
stand Lean’s syntax and semantics, and reason across large codebases with long-term dependencies.

Execution environment. Each model runs in an isolated container without internet access and is
given a 12-hour time limit, a CPU quota equivalent to 8 cores, and 64 GiB of RAM. Agents can
read and edit files, compile Lean code with the repository-specific Lean toolchain, and run Python
scripts. We also provide scripts to verify that the protected results are proven exactly and to measure
repository size in Lean tokens. The prompt informs the model of the time limits (see Appendix F).

Model execution. To reflect real-world usage, we run each model in its recommended execution
harness, such as Claude Code for Opus 5 and Codex for GPT-5.6 Sol. To improve reproducibility,
we remove all skills, MCP access, and subagent tools. We record each model’s actions and token
usage to analyze its behavior and performance. All hyperparameters are given in Appendix B.

Model evaluation. After compression, we revert any changes to Challenge.lean and
comparator.json before verifying that the protected results are still proven exactly using Com-
parator. Our main metric is Lean token compression, as defined by Lu et al. (2026). We count
the total number of Lean tokens in the repository’s .lean files, excluding .lake/ build artifacts,
lakefile.lean, Challenge.lean, comments, and imports. For each repository r and model M , we
compute the relative reduction in Lean tokens as SM,r = 1− Tafter/Tbefore. If the build or Compara-
tor check fails, we set SM,r = 0. The model’s overall score is the average across all 64 instances.

4 EXPERIMENTS

We now perform an analysis of model performance on LEANLEAN. We evaluate OpenAI’s GPT-
5.6 Sol (OpenAI, 2026a), Anthropic’s Opus 5 (Anthropic, 2026c), Google’s Gemini 3.8 Flash
(Google, 2026), Mistral’s Leanstral 1.5 (Mistral, 2026), OpenAI’s GPT-5.6 Luna (OpenAI, 2026a),
and Meta’s Muse Spark 1.3 (Meta, 2026) on the full benchmark, and Anthropic’s Fable 5.1 (An-
thropic, 2026b) and OpenAI’s GPT-6 Astra (OpenAI, 2026b) on a subset (§4.1). Reasoning-effort
settings for the full-benchmark models are detailed in Table 6. We then analyze compression strate-
gies quantitatively and qualitatively (§4.2). Further experiments are outlined in Appendix D.
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Figure 5: Compression increase is almost saturated after at most 2 h and $30 but continues to rise
for GPT-5.6 Sol and Opus 5.

4.1 MODEL PERFORMANCE

Main results. Table 1 and Figure 4 show the results for models evaluated on the full benchmark.
Opus 5 achieves the highest average compression score (Score) at 48.3%, outperforming its closest
competitor, GPT-5.6 Sol, by more than 10 percentage points. Importantly, even a single reposi-
tory can distinguish between models: rankings computed on individual repositories achieve a mean
Spearman correlation of 0.90 with the overall ranking. Due to Leanstral 1.5’s poor performance, we
exclude it from further analysis.

Cost and time analysis. Table 1 reports the average cost ($) and duration (t, in hours) per repos-
itory. Despite taking roughly twice as long, Opus 5 costs less than half as much as GPT-5.6 Sol.
This shows that time and cost are two distinct aspects of efficiency. Interestingly, as shown in Ap-
pendix D, Opus 5’s durations cluster near the 12-hour limit, while other models do not consistently
use all time available. By far the cheapest model is GPT-5.6 Luna, which achieves a reasonable
compression score for just $2 per repository.

Table 2: Fable 5.1 (high) and GPT-6 Astra
(xhigh) outperform Opus 5 and GPT-5.6 Sol
on a subset of 12 repositories.

Model Score (%) Cost ($) t (h)

Fable 5.1 53.17 39.08 4.49
Opus 5 46.10 60.15 8.14
GPT-6 Astra 43.14 97.89 1.27
GPT-5.6 Sol 35.02 68.75 3.31

Fable 5.1 and GPT-6 Astra. We evaluate Fable 5.1
and GPT-6 Astra on a subset of 12 repositories, three
from each size category (listed in Table 10), and com-
pare their results with those of Opus 5 and GPT-5.6
Sol on the same subset (Table 2). GPT-6 Astra im-
proves upon GPT-5.6 Sol’s score and runs faster, but
at a higher cost. Fable 5.1 improves on Opus 5’s score
while reducing both its cost and duration.
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Figure 6: Compression drops with repository scale.

Compression by repository size. Figure 6
compares each model’s compression scores
across the four size categories introduced
in §3. Compression scores are significantly
lower for larger repositories, pointing to long-
context reasoning as a shared difficulty. Fur-
ther, the ranking between models is similar
across repository sizes, with Opus 5 leading
in all categories.

Progress through time. We investigate how models progress through time and what a cost budget
would imply for their performance. To do so, we take a snapshot of the repository after every tool
call and record the elapsed time and accumulated cost. We then compute the compression for one
snapshot in every 5-minute window, discarding those that do not produce a valid build. Importantly,
this procedure only returns an approximate leaderboard, since the model was not given the restricted
budget during execution.
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Table 3: Categories used to analyze the origin of Lean token compression.

Category Description

Dead code Removal of declarations that are unreachable from preserved results.
Deleted declarations Deleted declarations on which a preserved declaration depended.
Added declarations New declarations, excluding abbreviations counted as syntax optimization.
Proof rewrite Simplification of existing proofs or changes to their dependencies.
Automation rewrite Replacement of explicit proof steps with calls to automation tactics.
Syntax optimization More concise code using macros, notation, definitions, or other shorthand.
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Figure 7: Most compression gains originate from deleting declarations that the proofs previously
depended on (a), often enabled by extensive proof rewrites. Opus 5’s strategies do not change
depending on the instruction (b).

Figure 5 shows the results of this experiment. For each point on the graph, we use the last snapshot
before the budget was exceeded. Below a $3 budget, Opus 5 makes no meaningful progress, likely
because it first inspects the repository and develops a plan before making any edits. GPT-5.6 Luna
leads at low dollar budgets, while Sol leads at short time budgets. Opus 5 takes the lead around one
hour or $10, revealing a trade-off between early gains and the best eventual compression.

4.2 COMPRESSION STRATEGIES

4.2.1 DECLARATION REMOVAL IS THE DOMINANT COMPRESSION STRATEGY

We analyze how models compress each repository by classifying their edits into six categories: (1)
dead code, (2) deleted declarations, (3) added declarations, (4) proof rewrite, (5) automation rewrite,
and (6) syntax optimization. Table 3 briefly describes each category, and Appendix C explains how
we measure their contribution.

Figure 7(a) shows how the categories contribute to compression. The removal of declarations is by
far the largest contributor. Only a small proportion are dead code missed by preprocessing, meaning
that most gains come from restructuring the proof to make previously used declarations unnecessary.
Such interventions require high-level reasoning to simplify proofs and refactor the codebase. In con-
trast, syntactic optimizations and increased automation contribute a much smaller share. Only Opus
5 and Muse Spark 1.3 make a significant number of syntactic optimizations, showing their ability to
balance high-level reasoning with low-level code manipulation. Interestingly, GPT-5.6 Sol’s proof
rewrites add code, likely because it folds abstractions that are used only once into the retained proofs.

4.2.2 PERFORMANCE IS STABLE ACROSS INSTRUCTIONS

In the original prompt, we instruct models to make real simplifications, extract reusable common
helpers, and refactor the codebase. These instructions may bias the models towards certain com-
pression strategies, so we perform an ablation study that removes these instructions to see if they
affect performance. In two variants, we replace the instruction with “Compress the proofs in this
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Figure 8: Dependency graphs for a repository before and after compression show that Opus 5 mod-
ifies and inserts declarations extensively, while GPT-5.6 Sol focuses on removing declarations.

codebase” or “Reduce the size of this Lean codebase”, respectively with and without a no-cheating
instruction. The full prompts can be found in Appendix F. We run this ablation on a subset of four
repositories using Opus 5 (Table 10). The similar scores and compression profiles in Figure 7(b)
suggest that Opus 5’s strategy is robust to these instruction changes on the four tested repositories,
and that prompting for real simplification does not significantly bias the model’s behavior.

4.2.3 QUALITATIVE COMPRESSION ANALYSIS

We now examine selected case studies to understand how models achieve compression beyond the
aggregate categories in §4.2.1. Appendix E provides a deeper analysis on more examples.

Similar score through different strategies. In the example shown in Figure 8, both Opus 5 and
GPT-5.6 Sol obtain high compression scores and remove many live declarations. However, the
models use completely different strategies to rewire the proof. Opus 5 adds new helper lemmas and
modifies many of the existing proofs, while GPT-5.6 Sol makes minimal edits to existing proofs and
incorporates the deleted declarations into the proof of the protected theorem.

Encoding integer tables as syntax optimization. In another instance, GPT-5.6 Sol reduces the
token count by encoding 102 large integer tables as base-62 strings and reconstructing the entries
during expansion using a function that decodes the strings. Since base-62 strings are more compact
than the original tables, this optimization significantly reduces the token count. This kind of behavior
is rare in our benchmark (as shown in §4.2.1), but it demonstrates the potential for models to find
creative solutions to reduce code size.

4.2.4 MERGING TWO COMPRESSIONS GIVES SMALL IMPROVEMENTS

Table 4: Merge of Opus 5 and Sol 5.6
compressions achieves small gains.

Method Score (%)

GPT-5.6 Sol 35.02
Opus 5 46.10
Merge 47.20

Since Opus 5 and GPT-5.6 Sol both obtain most of their
compression from deleting declarations (Figure 7(a)), their
edits to the same repository may overlap. To test this, we
ask GPT-5.6 Luna to merge the repositories compressed by
Opus 5 and GPT-5.6 Sol. We provide the two versions on
separate branches of a Git repository and give the model
4 hours to merge them into a single branch. We run this
experiment on the same 12 repositories as Fable 5.1 and
GPT-6 Astra (Table 10) and report results in Table 4. Opus
5 achieves higher compression than GPT-5.6 Sol on all 12 repositories, and Luna’s merged outputs
improve on Opus 5’s average score by only 1.1 percentage points. The modest gain suggests limited
complementarity between the two outputs, although limitations in Luna’s merging strategy could
also explain the result.
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4.2.5 TOOL USE VARIES ACROSS MODELS
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Figure 9: Tool calls per trajectory by model.

We analyze agent behavior by assigning each
tool call to one of ten classes: Read (inspect
files), Edit (modify repository files), Search
(run search utilities), Git (run Git commands),
Build (run lake build), Lake (run other Lake
commands), Measure (run proof_length.py),
Verify (run lean_verify), Sleep (sleep bash
commands), and Other.

As shown in Figure 9, models vary in their tool
use. Gemini uses the most tool calls, and no-
tably a considerable chunk of Sleep calls. Opus
and Sol differ in their verification strategies:
Sol relies mostly on Build actions, while Opus
uses Verify almost twice as often. Sol makes
the most edits but compresses less than Opus,
showing that more edits do not always pay off.

5 DISCUSSION AND LIMITATIONS

Alternative metrics. Lean token compression is useful for evaluating LLMs on repository-scale
compression tasks, but other compression metrics can also be optimized. For example, heartbeat
counts track allocation-based elaboration work and provide a different optimization objective, as we
discuss in Appendix D. We chose Lean token count because it has been used in prior work (Lu et al.,
2026), is easy to interpret, and cheap to compute.

Approximate metric. Lean token count is only an approximate measure of more important prop-
erties such as maintainability. For example, models can make syntactic optimizations that do not
improve maintainability. However, as shown in §4, these optimizations only account for a minority
of compression and they add an additional dimension of difficulty to the compression task: models
must trade-off the time available towards making larger structural changes versus making smaller
syntactic optimizations. There is no easy way to robustly disallow syntactic optimizations.

Missing model evaluations. The high costs of evaluations prevented us from benchmarking all
models on all repositories. For instance, GPT-5.6 Sol alone cost more than $8,000 in API fees, and
a full evaluation of Fable 5.1 and GPT-6 Astra would have cost thousands more. Table 2 reports
preliminary evaluations of Fable 5.1 and GPT-6 Astra, but evaluation cost remains a bottleneck.

Future work. Each LEANLEAN task starts from a compiling repository and asks the model to
reduce its size while preserving the protected results. Unlike the binary success reward typically used
in mathematical environments, compression provides a continuous reward based on the reduction
in Lean tokens. This automatically verifiable signal makes these tasks promising environments
for reinforcement learning. However, training on this objective would require safeguards against
syntactic shortcuts to prevent reward hacking. A key question is whether training on repository
compression also improves theorem proving and proof refactoring beyond the benchmark.

6 CONCLUSION

We introduce LEANLEAN, a benchmark for compressing 64 real-world Lean repositories. Opus 5
leads with a 48.3% compression score. Most gains come from restructuring proof dependencies by
making previously used declarations unnecessary, but Opus 5 and Muse Spark 1.3 also use syntactic
optimizations. LEANLEAN provides an ideal testbed for LLM agent evaluation on a range of skills,
including long-context reasoning, mathematical reasoning, and code manipulation.
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AI USE STATEMENT

In this work, we used generative AI tools to aid and polish writing, to support qualitative data anal-
ysis, and to interpret results. We have not used generative AI tools for any other required disclosure
task, and the rest of the required disclosure tasks are not applicable to this work. Additionally, we
used generative AI tools for code generation.

We have extensively reviewed all AI-assisted work. We used a combination of Codex and Claude
Code, with extensive human review and editing where necessary. We also used ChatGPT to help
with editing the text of this paper, but the content was always first written by an author and then
edited by ChatGPT. After any AI-written edits, we extensively reviewed and edited the text to ensure
that it was accurate and clear. No AI was used for ideation or to generate any of the original content
of this paper. We take responsibility for the final content of this work, including text, claims or
artifacts produced with the aid of generative AI.
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A DEPENDENCY MAPPING

This appendix explains how we construct dependency edges for preprocessing and graph extraction
(§3.2). For declarations X and Y , an edge X → Y indicates that X depends on Y . Dependency
analysis is complicated by Lean’s elaboration process, which can introduce dependencies that are
not explicit in the source code. We therefore combine three sources of evidence to recover the
complete set of edges: source references, compiled kernel terms (.olean), and elaborator-resolved
IDE references (.ilean).

Table 5 reports the number of edges recovered by each source across all repositories, showing that
all are necessary. After preprocessing, we verify that the protected results are still proven with
Comparator, which shows that the combined sources are sufficient to preserve correctness.

Table 5: Coverage of the dependency-evidence sources across all repositories. Unique edges are
only found by the indicated layer and coverage is measured relative to the union of all sources.

Evidence layer Edges Coverage Unique edges

Kernel (.olean) 1,036,659 88.11% 351,389
Source 762,302 64.79% 97,845
.ilean 692,064 58.82% 8,363

Found by all three 595,464 50.61% —
Union 1,176,579 100.00% —

For each source, we give an example that illustrates a dependency recovered by only one of them. In
each example, the dependent declaration X is shown in blue, the dependency Y in red, and shaded
text identifies the evidence for the edge.

Source references. We scan each declaration’s source range and resolve identifiers using
its imports, namespaces, and open declarations, falling back to suffix matching when a
name cannot be resolved exactly. This captures dependencies in source constructs that do
not appear as ordinary references in the build artifacts. For instance, in Figure 10, the
collar_boundary field of RelativeSubdivisionBoundary has a default tactic proof that calls
relativeSubdivisionChain_boundary. Lean stores this proof as unelaborated syntax and runs
it when the structure is constructed without an explicit value for the field. The compiled struc-
ture therefore stores the lemma’s name as syntax data rather than a constant reference, and .ilean
records no reference because the default proof has not been elaborated. No retained declaration uses
this default after stripping, so only the source edge keeps the lemma. Without this edge, stripping
would delete the lemma and leave a default proof that fails with Unknown identifier.

RelativeSubdivisionBoundary −→ relativeSubdivisionChain_boundary found only by source text

-- NRR/PrimePolyhedron/FoxNeuwirth/StableCollarRelativeSubdivision.lean
theorem relativeSubdivisionChain_boundary (R : Type) [CommRing R] (X : TopCat)

(N0 N1 n : Nat) (c : singularChainGroup R X n) (hc : ...) :
(singularBoundary R X n).hom (relativeSubdivisionChain R X N0 N1 n c) =

barycentricSubdivisionIterLinearMap R X N0 n c -
barycentricSubdivisionIterLinearMap R X N1 n c := ...

structure RelativeSubdivisionBoundary (R : Type) [CommRing R] (X : TopCat) (n : Nat) where
baseCycle : singularChainGroup R X n
baseCycle_closed : ...
lowerLevel : Nat
upperLevel : Nat
collarChain : singularChainGroup R X (n + 1) :=
relativeSubdivisionChain R X lowerLevel upperLevel n baseCycle

collar_boundary : (singularBoundary R X n).hom collarChain = ... := by
simpa using relativeSubdivisionChain_boundary R X lowerLevel upperLevel n

baseCycle baseCycle_closed
-- the default proof is kept as unelaborated syntax; it runs only where the
-- structure is built without supplying collar_boundary

Figure 10: A structure field whose dependency is recovered only from source references.
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Kernel terms (.olean). Lean’s .olean files contain compiled declarations, including their elab-
orated types and values. These terms reveal dependencies introduced during elaboration that
are not explicit in the source. Before collecting constants, we erase proof terms, so this layer
records dependencies from types, data-carrying values, and structural edges, but not from proofs.
Dependencies used only inside proofs are recovered by the source and .ilean layers. In Fig-
ure 11, localBranchWitnessBox uses Finset.univ to enumerate all values of Branch. This re-
quires a Fintype Branch instance, which Lean supplies using instFintypeBranch, generated by
the deriving Fintype clause. The instance is not named in the source, and the elaborator records
no reference to it in .ilean. The compiled definition, however, passes the instance explicitly to
Finset.univ, so this edge is recovered only from .olean.

localBranchWitnessBox −→ instFintypeBranch found only by .olean

-- ErdosProblems/Erdos730/BranchEvents.lean
inductive Branch where

| P | Q | R | S
deriving DecidableEq, Fintype, Repr -- creates the instance instFintypeBranch

abbrev LocalBranchWitness := Branch x ObstructionWitness

def localBranchWitnessBox (X : N) : Finset LocalBranchWitness :=
Finset.univ.product (witnessBox X) -- needs a Fintype Branch instance

-- compiled value: (@Finset.univ Branch instFintypeBranch).product (witnessBox X)

Figure 11: An implicit instance dependency recovered only from compiled kernel terms (.olean).

IDE references (.ilean). Lean’s .ilean files record references resolved by the elaborator and
their source locations. These references capture dependencies that require type information to re-
solve. In Figure 12, locked_csg_of_noncontracting constructs a CS_grammar with the field as-
signment rules := nc_locked_allRules g. Several visible structures have a field named rules,
but the expected type identifies this occurrence as CS_grammar.rules. The source layer cannot dis-
ambiguate the name, and the compiled term uses the structure constructor rather than the field name.
The edge is therefore recovered only from .ilean.

locked_csg_of_noncontracting −→ CS_grammar.rules found only by .ilean

-- Langlib/Grammars/ContextSensitive/Definition.lean
structure CS_grammar (T : Type) where
(nt : Type)
(initial : nt)
(rules : List (csrule T nt)) -- grammar T also has a field `rules`
(output_nonempty : forall r in rules, r.output_string != [])

-- Langlib/Grammars/NonContracting/Equivalence/ContextSensitive.lean
noncomputable def locked_csg_of_noncontracting (g : grammar T)

(_hg : grammar_noncontracting g) : CS_grammar T where
nt := NC_LockedNT g
initial := .orig g.initial
rules := nc_locked_allRules g -- CS_grammar.rules, fixed by the expected type
output_nonempty := by ...

-- compiled value: CS_grammar.mk (NC_LockedNT g) ... (nc_locked_allRules g) ...

Figure 12: A dependency recovered only from elaborator-resolved IDE references (.ilean).

B MODEL CONFIGURATIONS

We evaluated each model through its native coding-agent harness rather than imposing a shared,
hand-tuned sampling configuration. The only generation parameter we selected was the reasoning-
effort level reported in Table 6. All other parameters were inherited from the pinned harness version.

For Leanstral 1.5, since it is provided for free by the Mistral organization, we estimate its cost using
GPT-OSS-120B (OpenAI, 2025), which has comparable size at 117B compared to 119B.
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For every run, subagents were disabled to prevent a single benchmark attempt from expanding into
an uncontrolled number of model calls. For improved reproducibility, optional skills and MCP
servers were disabled while retaining each harness’s bundled system instructions and standard local
coding tools. The limits in Table 6 give the maximum context and output sizes in model tokens, as
configured by the harness.

Table 6: Model endpoints and effective reasoning configurations.

Model Provider Native harness (version) Effort Max. context Max. output

GPT-5.6 Sol OpenAI Codex (0.154.0) xhigh 258,400 128,000
GPT-6 Astra OpenAI Codex (0.153.3) xhigh 258,400 128,000
Opus 5 Anthropic Claude Code (2.1.269) high 200,000 64,000
Fable 5.1 Anthropic Claude Code (2.1.269) high 200,000 64,000
Gemini 3.8 Flash Google Antigravity CLI (1.1.26) high 1,048,576 65,536
Leanstral 1.5 Mistral Mistral Vibe (2.25.0) high 262,144 131,072
GPT-5.6 Luna OpenAI Codex (0.154.0) xhigh 258,400 128,000
Muse Spark 1.3 Meta Muse (1.0.3-R2198.1) max 512,000 128,000

C COMPRESSION ORIGIN IMPLEMENTATION DETAILS

We explain how we measure the origin of Lean token compression in the LEANLEAN benchmark.
To classify each part of the compression into the six categories, we reuse the dependency graph
extraction from the preprocessing pipeline, and analyze the dependency graph of the repository
before (G1) and after (G2) compression. Every declaration is then classified based on changes to
its source and dependencies. To classify syntactic optimizations and automation rewrites, we apply
rule-based methods to the diff of the repository before and after compression.

C.1 DECLARATION CATEGORIZATION

A declaration is deleted if it occurs only in G1, added if it occurs only in G2, and preserved if
it occurs in both. We identify declarations by exact name. A deleted declaration d is counted as
dead code if no preserved declaration depends on it in G1. This differs from the preprocessing stage
because we conservatively preserve some additional declarations (see §3.2). Otherwise, it belongs to
the deleted declarations category. With our edge convention, dependencies are reached by following
outgoing edges. Added declarations incur a token cost, except for abbreviations, whose costs are
assigned to syntax optimization (see Appendix C.2). For preserved declarations, we split the token
change between syntax optimization, automation rewrite, and proof rewrite.

C.2 SYNTAX OPTIMIZATION

A syntax optimization expresses the same argument in fewer tokens. We attribute syntax first. Au-
tomation (Appendix C.3) is measured on the old text with syntax already applied, and the remainder
counts as proof rewrite.

Spelling rules. Within each changed block of a declaration, we apply rewrite rules for common
Lean idioms to the old text, for example:

Claim type

-have hx0 : 0 ≤ x := ...
+have hx0 := ...

Merged calls

-rw [hcycle]
-rw [hi, hj]
+rw [hcycle, hi, hj]

Dot notation

-exact le_antisymm h2 h1
+exact h2.antisymm h1

A rule is credited only if every token it removes is also deleted in the token-level diff, and each
removal is flanked by at least three tokens that appear in the new text. This rejects, e.g., simp only
[a, b, c] → simp when the agent kept a. The full list of rules is in our code release.

Inlining. A helper deleted and written out at its use changes only spelling. We recognize it when
the helper’s proof reappears verbatim at its former use site:
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- have h := hq_smul 0 x
- simpa only [zero_smul, norm_zero, pow_two, zero_mul] using h
+ simpa using hq_smul 0 x

New abbreviations. New definitions, notation and macros count as syntax. Each is credited with
what one use saves, the tokens of its expansion minus those of its call, and charged its definition
once. The price is computed from the definition, with each parameter counted as one token, and
includes nested abbreviations:

-theorem integrable_jointUnitExponentialDensity :
+zd integrable_jointUnitExponentialDensity :

Integrable (jointUnitExponentialDensity :
- (R × (Fin n → R)) → R) := by
- rw [Measure.volume_eq_prod]
+ ā ‘g → R) zb
+ zC8

C.3 AUTOMATION REWRITE

An automation rewrite replaces hand-written proof steps with a call to automation such as simp,
aesop or linarith. Only preserved declarations contribute to automation rewrites. Figure 13 shows
an edit that Opus 5 made. In step (a), simp is upgraded to aesop, and in (b), manual steps are
replaced by automation. Both are credited as automation rewrites, saving 7 and 6 tokens. In (c),
the agent only dropped a hint, which counts as proof rewrite. Considering line diffs here does not
correctly classify the edits into the correct structure, and we therefore propose our step-based edit
detection algorithm.

Line diff
· have hHead := ...

- simp [hTail, hHead, rightEndpoint]

+ aesop -- block 1

· have hTail’ : B.core.tail α = 1 := by

rcases ... with h | h

- · exact (hTail h).elim

- · exact h

- simpa [hTail, hTail’, rightEndpoint] using ...

+ simp_all

+ simp_all -- block 2

+ simpa [hTail’, rightEndpoint] using ...

Step edits (ours)
· have hHead := ...

- simp [hTail, hHead, rightEndpoint]

+ aesop -- (a)

· have hTail’ : B.core.tail α = 1 := by

rcases ... with h | h

- · exact (hTail h).elim

- · exact h

+ simp_all

+ simp_all -- (b)

- simpa [hTail, hTail’, rightEndpoint] using ...

+ simpa [hTail’, rightEndpoint] using ... -- (c)

Figure 13: A proof compressed by Opus, split by a line diff (left) and by our step alignment (right).
Edit (b) is an automation rewrite while edit (c) is a proof rewrite. The normal git diff does not
consider these as two separate changes, but our step-based algorithm does.

Steps. We split proofs into tactic steps at ;, <;>, ·, by, => and line breaks. Following Lean’s layout
rules, lines inside brackets or indented past the start of a step continue that step. Each step is labeled
(1) automation: simp, grind, omega, linarith, macros that expand only to automation, and similar
tactics, (2) routing: steps that restructure goals without closing them, such as intro, constructor,
cases or a have h : T that only states a subgoal, or (3) manual: everything else, such as rw, exact,
apply or calc.

Edits. We align the old and new steps, anchoring on identical steps, such as rcases ... with
h | h in Figure 13, and on nearly identical ones: the same tactic with at least 60% of their tokens
shared, such as the two simpa calls in (c).2 Without the second kind of anchor, (b) and (c) would
be judged together, and the pruned simpa would block the automation rewrite in (b). The old steps
between two anchors, together with the new steps that replace them, form an edit. We first check
the whole proof as a single edit, and only split it at the anchors if that check fails. An edit is an
automation rewrite if (i) its new steps are only automation and routing, (ii) its new steps include

2Python’s difflib ratio 2M/(|a|+ |b|) ≥ 0.6, where M is the number of matched tokens.
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automation the old steps did not have, and (iii) it either replaces a manual step, as in (b), or turns
existing automation into fewer calls or a different tactic with fewer tokens, as in (a).

Absorbed steps. The agent often deletes hand-written steps and lets nearby automation do their
work, either the next tactic (left) or a nested call at the use site (right). We credit both as automation
rewrites, unless the new proof cites a new repository lemma or uses inlining (see Appendix C.2).

Absorbed by next step
have htSq : 9/16 < t ^ 2 := by nlinarith

- have hpoly : t < 2 * t ^ 3 := by

- rw [pow_succ]

- nlinarith

nlinarith

Absorbed at use
- have h2 : (0 : C) ≤ (2 : C)−¹ := by

- ...

- exact (...).smul h2

+ exact (...).smul (by positivity)

Exclusions. Two changes count as proof rewrite instead (Figure 14). The first is passing the au-
tomation a repository lemma that the old proof did not use, which moves the work into a new
dependency. Library lemmas and unfolding repository definitions are allowed. The second is re-
moving steps without adding automation, as in (c) or when dropping a trailing <;> ring. Deleted
steps whose lemmas are all still named in the new proof are not absorbed: they count as syntax if
inlined verbatim, and as proof rewrite otherwise.

New dependency
- apply le_trans (hdeg v)

- exact Nat.le_succ _

+ linarith [deg_le G v]

Removal only
- field_simp <;> ring

+ field_simp

Figure 14: Edits that count as proof rewrites rather than automation rewrites. Left: the automation
uses the repository lemma deg_le, which the old proof did not. Right: a step is dropped, but no
automation is added.

Saving. Each automation rewrite is credited with its old tokens minus its new tokens, plus any
helper claims it no longer needs. Savings from abbreviations inside new steps are subtracted, since
syntax already counts them. Changes to a declaration’s statement are never credited to automation.

D FURTHER RESULTS

We present additional results from the LEANLEAN benchmark, including histograms of compression
scores, cost, and duration per model, as well as cost by repository size and heartbeat reduction. We
also report the number of failed runs per model and how they affect scores.

Histograms. Figure 15 shows the distributions of compression scores, cost, and duration across
runs from the five evaluated models. We highlight three observations. First, the weaker models’
compression scores are concentrated at the lower end, with a long right tail, while Opus 5 and GPT-
5.6 Sol achieve scores spread more broadly across the range. Second, the most expensive run was
with GPT-5.6 Sol, costing a massive $702. Finally, Opus 5’s durations cluster near the 12-hour limit,
showing it interprets the time budget instruction as a target rather than a hard limit. In contrast, other
models do not consistently use all time available.

Cost and duration by repository size. Figure 16 shows the mean cost and wall-clock duration
per repository across the four size categories used in Figure 6. Interestingly, both GPT-5.6 Sol and
Opus 5 spend less on Massive repositories than on Large ones, which may reflect more time spent
on compiling and verifying the massive repositories. Durations grow with repository size for most
models, and Opus 5 runs longest in every category.
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Figure 16: Mean cost per repository in USD (left) and mean duration per repository in hours (right)
by repository scale for each evaluated model.

Heartbeat reduction. Although the compression task optimizes Lean token count, we also mea-
sure changes in Lean heartbeats, an allocation-based measure of elaboration work. Table 7 ranks
models by heartbeat reduction, showing that reducing Lean token count does not necessarily re-
duce elaboration work. For example, Opus 5 increases heartbeat counts by 16.8% despite achieving
the highest token compression. This increase may reflect greater use of computationally expensive
automation tactics such as grind.
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Table 7: Heartbeat leaderboard. Positive reduction indicates less Lean elaboration work. An im-
proved repository has a strictly positive heartbeat reduction. Both columns are over all 64 reposito-
ries. Failed builds score zero. Heartbeats are computed per built module by running lean -j1 with
Elab.async=false and maxHeartbeats=0, using the module’s own Lake setup, on a copy of the file
ending in #eval IO.getNumHeartbeats, and summing the printed counts across modules.

Model Avg. reduction (%) Improved repos (%)

Gemini 3.8 Flash +7.17 71.9
GPT-5.6 Sol +5.59 73.4
Muse Spark 1.3 +4.87 73.4
GPT-5.6 Luna -2.53 78.1
Opus 5 -16.79 46.9

Table 8: Outcome of each model’s submission on the 64 benchmark repositories. A submission
either fails to build, builds but is rejected by the Comparator, or is verified.

Model Timeouts Build failed Verify failed Verified

Opus 5 0 0 0 64
GPT-5.6 Sol 0 1 0 63
Gemini 3.8 Flash 8 3 0 61
Muse Spark 1.3 0 1 0 63
GPT-5.6 Luna 0 1 0 63
Leanstral 1.5 0 11 0 53

Failed runs. Table 8 reports timeouts, build failures, and verification failures for each model.
Failures are rare: apart from Leanstral 1.5, which fails to build on 11 of the 64 repositories, every
model produces a verified submission for at least 61 repositories. Failed submissions receive a
compression score of zero. Gemini 3.8 Flash times out on eight of the 64 repositories but produces
61 verified submissions, showing that a timeout need not prevent a valid final submission.

E CASE STUDIES

We present several case studies of compression strategies in LEANLEAN. Appendix E.1 presents
three examples of structural modifications, which are the most typical of the changes made by mod-
els. Appendix E.2 presents four extreme examples of syntax optimizations, which have little effect
on the overall scores but illustrate the models’ ability to identify and exploit repeated patterns in
proofs.

E.1 STRUCTURAL MODIFICATIONS

Tucker’s Lemma. Figure 17 shows the formalization of Tucker’s lemma (Palomar ID: 2026-09-
03-000007) through preprocessing and compression by Opus 5. Preprocessing removes 36 unreach-
able declarations, saving almost 2,000 Lean tokens. During compression, Opus 5 removes one
additional unreachable declaration and 35 declarations previously reachable from the protected re-
sults. Opus 5 also adds six theorems and modifies 20 retained declarations, reducing repository size
by over 70%. These changes combine proof simplifications with the introduction of new helper lem-
mas. The leftmost protected result, initially isolated, now depends on another protected result. Opus
5 replaces its dedicated induction proof with a short argument from the protected parity theorem: an
odd number of sign changes implies at least one.

Confluence. The formalization of soundness for finite decreasing-diagram certificates for conflu-
ence (Palomar ID: 2026-09-01-000010) illustrates how models reach similar compression through
different refactorings (Figure 8). In the original, the protected result is a thin wrapper around a long
chain of intermediate definitions and lemmas. Both Opus 5 and GPT-5.6 Sol remove this interme-
diate layer and reason directly, but organize the remaining argument differently. Opus 5 introduces
four helper lemmas and reuses them across the proof. GPT-5.6 Sol instead places the entire argu-
ment inside the proof of the protected result, with few additional declarations. Both achieve similar
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Preprocessing
112 → 76 declarations

9,327 → 7,600 Lean tokens

After (Opus 5)
46 declarations

2,185 Lean tokens

Protected Preprocess removed Unchanged Modified Deleted Added
Definition Theorem Dead code

Figure 17: Dependency graphs for Tucker’s lemma before preprocessing (left) and after Opus 5
compression (right).

reductions: Opus 5 achieves a 66.4% reduction in Lean tokens, while GPT-5.6 Sol achieves a 61.9%
reduction.

Morphic Numbers. The Morphic Numbers formalization classifies morphic numbers as the
golden ratio and the plastic number (Palomar ID: 2026-09-01-000008). Figure 18 compares the
compressions produced by Opus 5 and Gemini 3.8 Flash. In the original, each protected result sim-
ply forwards to a separate supporting library, which uses its own definition of the plastic number
and needs extra lemmas to connect it back to the protected statements. Opus 5 proves the protected
results directly, removing this extra step, and merges lemmas that repeated the same argument into
a single general one, reducing the repository by 72.1%. Gemini 3.8 Flash removes only part of the
supporting library and moves most of the remaining lemmas into the solution file largely unchanged.
Since they now have new names, they appear as new declarations in Figure 18. Gemini reduces the
repository by 20.8%.

E.2 SYNTAX OPTIMIZATION

Models also compress repositories by introducing shorter representations of existing expressions,
proofs, and data. The following four examples illustrate these changes and report token savings
after accounting for the added definitions and macros.

A custom DSL. In the pengzhang91/Feige directory (Palomar ID: 2026-08-30-000002), Opus
5 introduces custom syntax for theorem declarations, mathematical expressions, and tactics. For
example, the following declaration shrinks from 30 to 17 tokens:
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Before
39 declarations

4,093 Lean tokens

After (Opus 5)
8 declarations

1,142 Lean tokens

After (Gemini 3.8 Flash)
21 declarations

3,240 Lean tokens

Protected Removed by both Unchanged Modified Added

Definition Theorem

Figure 18: Declaration dependency graphs for the Morphic Numbers example before compression
and after compression by Opus 5 and Gemini 3.8 Flash.

-theorem integrable_jointUnitExponentialDensity :
+zd integrable_jointUnitExponentialDensity :

Integrable (jointUnitExponentialDensity :
- (R × (Fin n → R)) → R) := by
- rw [Measure.volume_eq_prod]
+ ā ‘g → R) zb
+ zC8

exact Integrable.mul_prod integrable_unitExponentialDensity
integrable_pi_unitExponentialDensity

The proof performs the same rewrite and applies the same lemma. The syntax zd ... zb ...
expands to theorem ... := by ..., while the other abbreviations come from a shared dictionary:

znO (Fin n → R)
znQ R × O
znā ‘g (Q)
zt zC8 rw [Measure.volume_eq_prod]

Here, zn introduces notation and zt introduces a tactic macro. Across the repository, edits to existing
files save 42,458 tokens, while the added dictionary costs 11,807 tokens. The net reduction is 30,651
tokens (28.64%). This repository total includes other edits alongside the illustrated syntax changes.

Encoding integer tables. The SauersML/group-approximation repository (Palomar ID: 2026-
08-24-000006) contains 102 definitions of explicit integer tables. GPT-5.6 Sol encodes each table
as a base-62 string and introduces a macro to decode it:

-def qNumeratorRow0 : Fin 6 → Fin 22 → Z
- | 0 => integerBlock [29, 43, (-78), 153, ...] (by decide)
- | 1 => integerBlock [(-44), (-60), (-88), ...] (by decide)
- ...
- | 5 => integerBlock [(-84), 9, 59, ...] (by decide)
+def qNumeratorRow0 : Fin 6 → Fin 22 → Z :=
+ integerRow% "0000w0001O0002V0004w..."
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The complete definition shrinks from 517 to 16 tokens. Its 660-character string encodes 132 integers
in five-character blocks. The following macro decodes the string:

syntax "integerRow% " str : term

macro_rules
| ‘(integerRow% $s:str) => do

let digit (c : Char) :=
let n := c.toNat
if n ≤ ’9’.toNat then n - ’0’.toNat
else if n ≤ ’Z’.toNat then n - ’A’.toNat + 10
else n - ’a’.toNat + 36

let rec decode : List Char → MacroM (Array (TSyntax ‘term))
| [] => pure #[]
| a :: b :: c :: d :: e :: rest => do

let n :=
((((digit a * 62 + digit b) * 62 + digit c) * 62

+ digit d) * 62) + digit e
let value ← if n % 2 = 0 then
‘($(quote (n / 2)))

else
‘(-$(quote (n / 2 + 1)))

return #[value] ++ (← decode rest)
| _ => Macro.throwError "invalid integer row"

let values ← decode s.getString.toList
unless values.size = 132 do
Macro.throwError "integer row must contain 132 entries"

let mut blocks := #[]
for root in List.range 6 do
let entries := values.extract (root * 22) ((root + 1) * 22)
blocks := blocks.push
(← ‘(integerBlock [$[$entries],*] (by decide)))

‘(finiteTable [$[$blocks],*] (by decide))

The macro reads each five-character block as a base-62 natural number n, then returns n/2 when n
is even and −(n+ 1)/2 otherwise. For example:

0000w 7→ 58 7→ 29, 0001O 7→ 86 7→ 43, 0002V 7→ 155 7→ −78.

The macro reconstructs the six blocks of 22 integers during expansion.

The large saving reflects the Lean token metric: the lexer counts the uninterrupted alphanumeric
contents of the string as one token, with the quotes counted separately. Across all 102 definitions,
declarations shrink from 53,616 to 1,632 tokens. The syntax declaration and decoder cost 278
tokens, yielding a net saving of 51,706 tokens. The gain comes from packing the same integer data
into fewer lexical tokens.

Syntactic factoring at scale. In the Heilbronn formalization (Palomar ID: 2026-09-02-000012),
Opus 5 compresses the repository from 1,133,524 to 612,720 Lean tokens, saving 45.95%, compared
with GPT-5.6 Sol’s 3.06%. Most of this reduction is achieved by introducing several layers of
abbreviations and macros to share repeated proof syntax. We examine two examples.

First, the lemmas range_cfg7 and range_cfg7Family contain identical 177-token proof bodies.
Opus replaces both bodies with the same one-token notation. The following diff abbreviates the
repeated branches:
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-by
- apply Set.Subset.antisymm
- · rintro x 〈i, rfl〉
- rcases fin7_cases i with
- rfl | rfl | rfl | rfl | rfl | rfl | rfl
- · exact Set.mem_insert_of_mem _ 〈0, rfl〉
- · exact Set.mem_insert_of_mem _ 〈1, rfl〉
- -- Remaining branches omitted.
- · intro x hx
- simp only [Set.mem_insert_iff, Set.mem_range] at hx
- rcases hx with rfl | 〈j, rfl〉
- · exact 〈6, rfl〉
- · rcases fin6_cases j with
- rfl | rfl | rfl | rfl | rfl | rfl
- · exact 〈0, rfl〉
- -- Remaining branches omitted.
+Shared_Rd0_0z276

The shared notation retains the case analysis, abbreviates some smaller expressions, and costs 162
tokens. Including changes to their statements, the two declarations shrink from 202 to 13 tokens and
from 213 to 18 tokens, respectively.

Second, Opus factors proofs that differ in a single lemma application. The 152-token bodies of
prime_central and prime_swapped_central follow the same calculation but use different transport
lemmas in a rewrite. For prime_central, the change is:

-by
- have hU : 0 < U := by linarith [r.U_lower]
- have hc : U ^ 2 ≤ -cyclicDet U Sx Sj Tx Tj Rx Rj := by
- linarith [r.central]
- have hfac : 0 ≤ V ^ 2 / U ^ 2 :=
- div_nonneg (sq_nonneg V) (sq_nonneg U)
- have hm := mul_le_mul_of_nonneg_left hc hfac
- rw [cyclicDet_prime_transport U V G Sx Sj Tx Tj Rx Rj hU.ne’]
- calc
- V ^ 2 = (V ^ 2 / U ^ 2) * U ^ 2 := by
- field_simp [hU.ne’]
- _ ≤ (V ^ 2 / U ^ 2) * (-cyclicDet U Sx Sj Tx Tj Rx Rj) := hm
- _ = -((V ^ 2 / U ^ 2) * cyclicDet U Sx Sj Tx Tj Rx Rj) := by
- ring
+Shared_Rd1_0z254 cyclicDet_prime_transport

The shared helper retains this calculation while abstracting over the transport lemma:

mkn5 by
Shared_Rd0_1z55
have hc : Shared_Rd0_2z134 ≤ -Shared_Rd0_2z74 := by

linarith [r.central]
have hfac : 0 ≤ Shared_Rd0_3z139 / Shared_Rd0_2z134 :=

div_nonneg (sq_nonneg V) (sq_nonneg U)
have hm := mul_le_mul_of_nonneg_left hc hfac
rw [qp0 U V G Sx Sj Tx Tj Rx Rj hU.ne’]
calc

Shared_Rd0_3z139 =
(Shared_Rd0_3z139 / Shared_Rd0_2z134)

* Shared_Rd0_2z134 := Shared_Rd0_8z164
_ ≤ (Shared_Rd0_3z139 / Shared_Rd0_2z134)

* (-Shared_Rd0_2z74) := hm
_ = -((Shared_Rd0_3z139 / Shared_Rd0_2z134)

* Shared_Rd0_2z74) := by ring
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The generator mkn5 creates the parameterized notation Shared_Rd1_0z254, with qp0 supplying the
transport lemma. The helper itself uses shared abbreviations for repeated expressions and proof
steps. The second proof therefore becomes:

Shared_Rd1_0z254 cyclicDet_prime_swapped_transport

Each application costs two tokens, while the shared helper costs 95 tokens. Including statement
compression, the two declarations shrink from 221 and 239 tokens to 29 tokens each.

Heavy use of automation tactics. In the WillWhistler/Regts-Sevenster category-theory for-
malization (Palomar ID: 2026-08-19-000003), Opus 5 defines a one-character tactic that tries a
fixed list of automation tactics in turn:

macro "■" : tactic =>
‘(tactic| all_goals first

| rfl | omega | (simp_all; done) | (aesop; done) | (monoidal; done)
| (cat_disch; done) | (linarith; done) | grind)

Opus then replaces the final steps of proofs with ■ at 1,494 sites, for example:

rw [hin, tensorµ]
- simp only [Category.assoc]
- simp only [Iso.inv_hom_id, Category.comp_id]
- rw [associator_naturality_right_assoc]
- simp only [← MonoidalCategory.whiskerLeft_comp]
+ ■

The repository shrinks from 1,695,971 to 1,587,247 tokens (6.4%). Writing the full tactic chain at
every site instead would add 58,216 tokens, more than half of the total reduction. The changes save
tokens, but heartbeats rise by 38% (from 26.7M to 36.9M), while the other models’ submissions for
this repository reduce them by up to 7%. Since the macro is only based on automation tactics, this
change is classified as automation rewrite rather than syntax optimization.

F PROMPTS

We use the model’s native system prompt and provide the following user prompt at the beginning of
each evaluation. The command names are identical across agentic systems.

LEANLEAN prompt

Refactor the proofs in this codebase.

Remove all dead code and do real simplification, i.e. use powerful tactics or factor out shared logic to
simplify the code while preserving the main results.
Success is measured by three factors:

(1) The repo compiling without errors and relying only on standard axioms.
(2) The benchmark's protected main results compile and remain equivalent. Run the no-argument command `
lean_verify` from the repository root to verify the signatures, exit code 0 means the main results are
preserved according to the lean comparator.
(3) The scoring metric is the reduction in non-whitespace, non-comment "Lean tokens" across all .lean files,
compared to the starting state. Compressing imports does not count towards the compression metric. Run
python3 proof_length.py to measure it.

You are working in a Docker container that is limited to 8 CPUs and 64 GiB of RAM.

You have a wall-clock budget of 12h. It started at {current_time} and expires at {deadline}.

When you believe there is no more refactoring to be done, output <submit> and terminate.
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Compress the proofs prompt ablation

Compress the proofs in this codebase.

Success is measured by three factors:

(1) The repo compiling without errors and relying only on standard axioms.
(2) The benchmark's protected main results compile and remain equivalent. Run the no-argument command `
lean_verify` from the repository root to verify the signatures, exit code 0 means the main results are
preserved according to the lean comparator.
(3) The scoring metric is the reduction in non-whitespace, non-comment "Lean tokens" across all .lean files,
compared to the starting state. Compressing imports does not count towards the compression metric. Run
python3 proof_length.py to measure it.

You are working in a Docker container that is limited to 8 CPUs and 64 GiB of RAM.

You have a wall-clock budget of 12h. It started at {current_time} and expires at {deadline}.

Don't cheat by hiding Lean code in non-.lean files, in the build artifacts, or anywhere else. Cheating will
be detected.

When you believe there is no more refactoring to be done, output <submit> and terminate.

Reduce the size of this codebase prompt ablation

Reduce the size of this Lean codebase.

Success is measured by three factors:

(1) The repo compiling without errors and relying only on standard axioms.
(2) The benchmark's protected main results compile and remain equivalent. Run the no-argument command `
lean_verify` from the repository root to verify the signatures, exit code 0 means the main results are
preserved according to the lean comparator.
(3) The scoring metric is the reduction in non-whitespace, non-comment "Lean tokens" across all .lean files,
compared to the starting state. Compressing imports does not count towards the compression metric. Run
python3 proof_length.py to measure it.

You are working in a Docker container that is limited to 8 CPUs and 64 GiB of RAM.

You have a wall-clock budget of 12h. It started at {current_time} and expires at {deadline}.

When you believe there is no more refactoring to be done, output <submit> and terminate.

Merging two compressions

We have two refactors of this Lean codebase, one on the main branch, and one on the other-refactor branch. To
see the original codebase, refer to the initial commit on the main branch.

Combine ideas from both refactors into a smaller final refactor. Starting from the one on main, incorporate
ideas from the other-refactor branch to compress it even more.

Success is measured by three factors:

(1) The repo compiling from scratch without errors and relying only on standard axioms.

(2) The benchmark's protected main results compile and remain equivalent. Run the no-argument command `
lean_verify` from the repository root to verify the signatures, exit code 0 means the main results are
preserved according to the lean comparator.

(3) The scoring metric is the reduction in non-whitespace, non-comment "Lean tokens" across all .lean files,
compared to the starting state. Compressing imports does not count towards the compression metric. Run
python3 proof_length.py to measure it.

You have a wall-clock budget of 4h. It started at {current_time} and expires at {deadline}.

You are working in a Docker container with access to 64GiB of RAM and 8 CPUs.

Don't cheat or bypass the rules, any cheating will be detected. Such as putting Lean code in .txt, hiding
code inside the build artifacts. Just make the repo smaller than what is currently on the main branch.

When both refactors are combined and repo is smaller than the original in Lean tokens, output <submit> and
terminate.
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G REPOSITORY INDEX

We include a complete index of the 64 benchmark repositories in Table 9. Table 10 lists the 12-
repository subset used for the Fable 5.1, GPT-6 Astra, and union experiments, together with the
smaller subset used for the Opus 5 prompt ablation.

Table 9: LEANLEAN repositories, brief descriptions, protected declaration counts, scale categories
(Figure 3(c)), and linked Palomar IDs.

Repository and description Protected
decls.

Scale Palomar ID

SauersML/group-approximation
An explicit finitely presented sofic group that is not MF in
the operator-norm sense.

1 Massive 2026-08-24-000006

Arthur742Ramos/dinitz-garg-goemans-counterexample-lean
A finite counterexample to the cost-preserving
single-source unsplittable-flow conjecture.

17 Compact 2026-08-29-000003

ehrlich-b/euclidean-jordan
Symmetry, associativity, and positive definiteness of the
Jordan trace form.

4 Standard 2026-08-29-000001

teal-sea/zeta-lab
A sharp variational identity for a Fredholm operator built
from a zeta pair-correlation form factor.

3 Large 2026-08-21-000004

teorth/sendov
Sendov’s conjecture and the Phelps–Rodriguez conjecture
on extremal polynomials.

2 Large 2026-08-13-000001

gexahedron/sabidussi-lean
Sabidussi’s compatibility conjecture. 1 Standard 2026-08-17-000003

elliotglazer/erdos501
Independence from ZFC and the closed-set case of Erdős
problem 501.

7 Massive 2026-08-19-000002

lennrt/palomar-formalizations
The outer-matrix structure and characteristic polynomial
for generalized cubic subdivision.

5 Compact 2026-08-21-000010

BochaoKong/classical-complex-wpt
The classical complex-analytic Weierstrass preparation
theorem at the origin.

1 Standard 2026-08-29-000010

tejstead/heilbronn-site
Exact convex-hull-normalized Heilbronn triangle bounds
for three to eight points.

29 Massive 2026-09-02-000012

savarin/lean-malliavin
Malliavin calculus on abstract Gaussian Banach spaces. 1 Large 2026-08-31-000018

catskillsresearch/scott1982
Scott’s function-space information system and its
characterization by approximable mappings.

41 Compact 2026-08-24-000005

guanyangwang/ktv-swap-lean-comparator
The spectral-gap theorem for the lazy swap chain on binary
contingency tables with fixed margins.

1 Compact 2026-08-20-000004

nielstron/langlib
Grammar and automaton presentations of the extended
Chomsky hierarchy.

109 Massive 2026-08-27-000011

stalex444/werner-window
Entanglement witnesses, CHSH bounds, and Werner-state
correlations.

10 Standard 2026-09-01-000003

BochaoKong/nullstellensatz
Rückert’s Noetherianity theorem and local analytic
Nullstellensatz.

4 Large 2026-08-30-000001
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Repository and description Protected
decls.

Scale Palomar ID

lennrt/palomar-formalizations
A 16-vertex counterexample to prescribed-cycle recovery
in Barnette graphs.

6 Compact 2026-08-21-000002

JD-Jones-ASES/Hadamard-B-Formal
Characterizations and constructions of bordered
Goethals–Seidel Hadamard arrays.

84 Standard 2026-09-01-000006

yuningyang19/parameter_free_gradient_p
Exact value-gradient oracle complexity and parameter-free
optimization in ℓp geometry.

3 Massive 2026-08-28-000001

npflueger/brill-noether-graphs
Brill–Noether generality for chains of cycles and theta
graphs.

7 Large 2026-09-05-000001

BrandonMYates/schwarzschild-comparator
Einstein-tensor identities for classical spacetime metrics
and a static-gauge Birkhoff theorem.

54 Compact 2026-08-27-000020

shhyang/n4code_lean
The Dong–Yang classification of optimal four-word binary
block codes.

8 Massive 2026-09-05-000003

pengzhang91/Feige
The sharp unit-slack small-deviation bound for sums of
independent nonnegative random variables.

1 Large 2026-08-30-000002

lennrt/palomar-formalizations
A counterexample to Suvagiya’s signed-circulant minimum
conjecture.

9 Standard 2026-09-02-000008

novou/square-maximality-palomar
Square maximality for spanning trees of induced
square-lattice subgraphs.

2 Massive 2026-08-23-000003

Arthur742Ramos/Metatheory
Soundness of finite decreasing-diagram certificates for
confluence.

1 Compact 2026-09-01-000010

rwst/Confinement-Certificates
Emptiness certificates for generalized Z-number sets. 24 Large 2026-08-24-000002

catskillsresearch/scott1972
Scott’s inverse-limit continuous lattice, homeomorphic to
its own function space.

34 Standard 2026-08-24-000003

mccorvie/classification-of-surfaces
Classification of compact connected topological surfaces,
including surfaces with boundary.

1 Massive 2026-08-29-000011

ukiyois/hs-virial-nbc-identity
The no-broken-circuit volume identity and fork-packing
bounds for hard-sphere cluster integrals.

2 Standard 2026-08-29-000014

stalex444/golden-family-trace-forms
Tensor-product trace forms and the signature product rule
for quadratic forms.

23 Compact 2026-09-02-000014

savarin/lean-spectral-theory
Spectral and Stone theorems for possibly unbounded
self-adjoint operators.

2 Large 2026-09-01-000004

Paul-Lez/hadamard-668-comparator
A Hadamard matrix of order 668. 1 Compact 2026-08-17-000002

shaikidris/prime-star-spectra-formalization
Uniform asymptotics for the ordered adjacency spectrum of
finite prime-cover graphs.

12 Large 2026-08-29-000017

sebastienpalcoux/sharp-intermediate-subgroup-bounds
Sharp upper bounds on the number of intermediate
subgroups of a finite group.

9 Standard 2026-09-03-000005
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WillWhistler/Regts-Sevenster
The Regts–Sevenster characterization of graph parameters
by mixed edge-colouring models.

6 Massive 2026-08-19-000003

sneed-and-feed/lean-theorems-1
Tucker’s lemma in dimensions one and two, with a
cyclic-boundary condition in dimension two.

7 Compact 2026-09-03-000007

geoconuk/lean-misc-math
Wyner’s asymptotic covering bound for spheres by
spherical caps.

5 Standard 2026-08-23-000001

nimaanari/formalization-beyond-bethe
A deterministic approximation of the permanent improving
on the Bethe approximation factor.

1 Massive 2026-08-29-000006

yoshito-ishiki-math/lean-scottish-book-155
A counterexample to Scottish Book Problem 155 on local
and global isometries of Banach spaces.

1 Large 2026-08-31-000008

Arthur742Ramos/HigherLambdaModel
Higher-dimensional structure in the untyped lambda
calculus.

2 Compact 2026-08-27-000015

ehrlich-b/sequential-products-lean
Classification of sequential products on real and complex
Hermitian matrix algebras.

2 Large 2026-08-22-000006

stalex444/radial-harmonic-classification
Classification of radial harmonic functions in
finite-dimensional real inner product spaces.

23 Standard 2026-09-03-000004

yuma-mizuno/markoff-modp-generalized
Eventual strong approximation for the generic branch of
generalized Markoff surfaces.

1 Massive 2026-09-02-000001

dcposch/jc2-lean
Exclusion of a specified polynomial-cube configuration at
partial degrees (6, 9).

3 Massive 2026-08-29-000002

sloisel/MPE-Formal
Probabilistic convergence theorems for restarted Minimal
Polynomial Extrapolation.

3 Large 2026-08-20-000009

stalex444/Busch-theorem
Busch’s finite-dimensional theorem representing effect
probabilities by a unique density matrix.

2 Compact 2026-08-31-000014

xiangyazi24/palomar-hahn-hecke-appell
The Kronecker partial-fraction and boundary-cleared
Hickerson–Mortenson Hecke–Appell identities.

2 Standard 2026-08-22-000003

Arthur742Ramos/NagataFactoriality
Nagata’s factoriality theorem for Noetherian integral
domains.

3 Compact 2026-08-28-000002

stalex444/salem-theorem
Salem’s theorem: every Pisot number is a two-sided limit
of Salem numbers.

3 Standard 2026-09-02-000003

Arthur742Ramos/HowsonIntersectionTheorem
Howson’s theorem on intersections of finitely generated
subgroups of finite-rank free groups.

1 Large 2026-09-01-000009

CBirkbeck/uniform-sheafy-tate-domains-lean
Uniform sheafy Tate rings that are not stably uniform. 9 Massive 2026-08-22-000010

akopjan/NRR-AAK
Partitions of planar convex figures into convex pieces of
equal area and perimeter.

1 Massive 2026-08-31-000005

Arthur742Ramos/equality-saturation-checker-lean
A certified equality-saturation checker for finite acyclic
e-graphs.

8 Standard 2026-09-01-000007
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langlerangle/NashEmbedding
Nash’s smooth isometric embedding theorem for closed
manifolds.

1 Large 2026-09-02-000004

ehrlich-b/composition-algebras
Hurwitz’s dimension theorem for Euclidean composition
algebras.

1 Compact 2026-08-29-000015

g-pichler/bsc-averaging
Mutual-information bounds for binary channels on a
doubly symmetric binary source.

1 Standard 2026-08-26-000006

gaearon/conway-refinement
Conway’s refinement conjecture for omnific integers. 1 Massive 2026-09-03-000002

CoolRmal/Besicovitchs-1-2
A bound of 0.6934 for Besicovitch’s 1/2-problem. 3 Large 2026-09-02-000011

stalex444/only-two-morphic-numbers
Classification of morphic numbers as the golden ratio and
the plastic number.

4 Compact 2026-09-01-000008

SamPetkov/Erdos625-formalization
A quantitative chromatic–cochromatic gap for random
graphs, resolving Erdős problem 625.

3 Massive 2026-09-02-000006

benkeene/erdos266
The Kovač–Tao resolution of Erdős problem 266 on shifted
Ahmes series.

2 Standard 2026-08-20-000008

dsm054/kasami_cyclic_additive
Carlet’s Kasami cyclic-additive conjecture. 1 Large 2026-09-04-000005

roos-j/lean-booleanfun
Arrow’s theorem for three-candidate elections via Fourier
analysis.

1 Compact 2026-09-01-000011

Table 10: Repositories used in the subset experiments. The 12-repository subset contains three
repositories from each scale category and is used for Fable 5.1 and GPT-6 Astra (Table 2) and the
union ablation (Table 4). The Opus 5 prompt ablation (§4.2.2) uses a subset of these 12.

Repository Scale Palomar ID Fable/Astra
& union

Prompt
ablation

hadamard-668-comparator Compact 2026-08-17-000002 ✓
scott1982 Compact 2026-08-24-000005 ✓
dinitz-garg-goemans-counterexample-lean Compact 2026-08-29-000003 ✓ ✓

sabidussi-lean Standard 2026-08-17-000003 ✓
palomar-hahn-hecke-appell Standard 2026-08-22-000003 ✓ ✓
bsc-averaging Standard 2026-08-26-000006 ✓

zeta-lab Large 2026-08-21-000004 ✓
sequential-products-lean Large 2026-08-22-000006 ✓
Confinement-Certificates Large 2026-08-24-000002 ✓ ✓

Regts-Sevenster Massive 2026-08-19-000003 ✓
square-maximality-palomar Massive 2026-08-23-000003 ✓
langlib Massive 2026-08-27-000011 ✓ ✓

Total 12 4
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